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DISCLAIMERS

• (Evolving Definitions) Some subjects lend themselves to a very clean, natural progression. The material
in these notes isn’t like that. Many times we will spend a lot of effort to understand an idea only to
say, “Surprise! That idea was a simplified version of what we really care about and required impractical
assumptions/definitions that we now change or remove entirely!”

We could create a unique definition for every individual idea, but that sort of defeats the purpose of what
we’re exploring. We want to generalize our ideas, and generalization, in this case, comes at a cost. Namely,
there are certain notations whose definitions are situationally dependent (like the true risk of a learning task).

Efforts will be made to point out when an idea is particularly subtle and can lead to confusion if not appreciated
as such. All the same, the reader is forewarned that lazy reading will lead to a lot of frustration.

• (Notation and Brevity) One can condense several paragraphs—sometimes several pages—into a few lines
of symbols if one really wants to. I don’t particularly care for such a practice. Perhaps I will change my mind
as we advance through the text, but as of writing this, I prefer to write out the proofs in great detail and
then summarize the work using only notation at the end. Once the proof has been derived, it’s usually easy
to read the notation, but should enough time pass that I forget the derivation and need it, having it will be
quite nice.

NOTE TO FUTURE TRAVIS: Two proof summaries that come to mind are the PAC learnability of
finite H classes and the proof that the Bayes Optimal Predictor is optimal. If this whole “write it out in
detail and then summarize” thing becomes a recurring theme, consider creating a proof summary box. If not,
maybe delete the above disclaimer.

• (Experiments) I want to conduct Monte Carlo simulations (experiments) that empirically verify the theo-
retical results we prove throughout these notes. I find it’s not really possible to create working code without
really understanding what you’re trying to build, so experiment implementation acts as a natural evaluation
and reinforcement of my understanding of the material. To make organization easier, I will include exper-
iment ideas in these notes (as that allows me to cross reference the theorems/definitions that inspire the
experiments). Given that the whole point of the experiments is to check my understanding, please do not
judge the quality of my work via the experiments themselves. Instead, judge my analysis of the results of the
experiments.
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1 An Introduction to Statistical Learning Theory (Ch 2)

1.1 The Learner’s Input and Output

We begin our introduction with the learner’s input and output.

Definition 1
The learner’s input is a three tuple (X ,Y, S) where X is the domain set, Y is the label set, and S is a finite
sequence of pairs S = {(xi, yi)}mi=1 with m being the number of training instances the learner has access to.

Remark 2. Notice that we have not specified the nature of the elements of X or Y.

The structure of the sets X and Y will change depending on the learner’s task. For instance, if a learner is trying
to classify objects the set Y might be {0, 1} whereas if the learner was doing some type of regression we would
expect the labels to be in R. Just as Y changes with the task, so too does X . For most tasks, X will take the
form Rd wtih d ∈ Z+ but if we’re working with images, it might be more natural for the domain set to be a
collection of matrices.

Remark 3. We are denoting S as a sequence, not a set, because some tasks are inherently sequential in nature.

Let us now define the learner’s output:

Definition 4
The learner’s output is a function h : X → Y. We call this function a predictor, a prediction rule, a classifier,
or a hypothesis.

For the most part, we will refer to h as a hypothesis as that is more general than a predictor or a classifier. If it is
clearer in a given context, we may be more specific and use the words “predictor” or “classifier” interchangeably
with hypothesis.

1.2 Risk

A hypothesis by itself doesn’t help the learner with his or her task. We need a method of assessing the hypothesis
and it’s ability to predict or classify something. In order to assess the quality of our hypothesis, we will
(temporarily) assume that there exists a “true” hypothesis that perfectly labels all instances:

Definition 5
Let f : X → Y be the true hypothesis. That is, f(xi) = yi for all i.

We can then use the true hypothesis to benchmark the learner’s hypothesis by defining what’s called the true risk:

Definition 6
Let D be the distribution over the domain set X . We define the true risk of a hypothesis h to be the probability
of sampling a mislabeled instance in the domain set:

LD,f (h) := P
x∼D

[
h(x) ̸= f(x)

]
.

Note: This definition will evolve over time.
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Remark 7. The above isn’t a loss function. We will define loss functions later. Also, the true risk as we’ve
defined it above is specific to classification tasks. We will generalize the true risk later when we get to loss
functions.

The text gives a reason as to why we use L. I don’t really care for the explanation. Ultimately, we will always
refer to the above as risk1 so as to avoid confusion. By minimizing the true risk we can achieve the best possible
hypothesis. Notice, though, we will never actually be able to compute the true risk, for if we could, we’d have
access to both D and f , and no learning would even be necessary. Instead, we will aim to minimize what we’ll call
the empirical risk.

Definition 8
We define the empirical risk to be the ratio between the mislabeled instances and all instances:

LS(h) :=
|{h(xi) : h(xi) ̸= yi}|

m
.

Remark 9. Subscripts will play a very important role throughout the rest of the notes. Dismiss them at your own
peril. In this case, the S denotes that we are considering risk over our training sequence.

Our hope is that by minimizing the empirical risk, we will also minimize the true risk. For a representative sample,
this hope seems reasonable, but we will see that if we aren’t careful, empirical risk minimization (ERM) can fail.

Example 10
Consider some binary classification task in which we are considering two uniformly distributed features (see
Fig. 1). Now consider a hypothesis hB that memorizes the training set, thereby getting zero empirical risk:

hB(xi) =

yi if i ∈ [m]

0 otherwise

where [m] is shorthand for {1, 2, . . . ,m} and m is again the number of training examples.

Figure 1: Binary Classification Task.
1I suppose we could use R instead of L, and some people do that. However, these notes do not exist to replace the text. I will

frequently go back and read something from the text so I’d like to stay consistent with the text’s notation.
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Suppose in Fig. 1 blue is desirable and represented by a 1 whereas red is bad and represented by a 0 and that the
blue box is the true classifier. The hypothesis hB will incorrectly classify every good instance it has never seen
before—which is terrible for two reasons:

1. The true risk LD,f (hB) is given by the area of the desirable region, so if that region is a half or more, then
we would be better off just flipping a coin;

2. Even if the desirable section is small, the fact that we will never correctly classify an instance in that section
that we haven’t seen means our learning has failed entirely. Suppose our “yes/no” classification problem is
detecting security threats and blue represents “yes, this is a threat”. By incorrectly classifying all unknown
blue, we will never detect an unknown threat with hB , despite the fact that the empirical risk was
minimized.

Clearly, we need to avoid overfitting. One way we can try to avoid overfitting is by introducing inductive bias.

1.3 ERM with Inductive Bias

Just for a second, imagine that our sequence S is representative of D. If we could ensure that h doesn’t overfit, it
seems intuitively reasonable that minimizing the emprical risk would also minimize the true risk (because S is
representative of D). It is natural, then, to wonder if we can

1) ensure h doesn’t overfit;

2) ensure that we have a representative sample to train on.

Ensuring a representative sample is nontrivial and something we will address later in our first proof. For now,
let’s focus on trying to avoid overfitting assuming we have a good sample. One way of trying to avoid overfitting
is by restricting the possible functions h can be, which leads us to the idea of hypothesis classes.

Definition 11
A hypothesis class H is a restricted search space that consists of some set of hypotheses.

By choosing a hypothesis class we (hopefully) protect ourselves against overfitting because we bias towards a
hypothesis in the class we’ve chosen. One way you could think about it is this: if you had some knowledge about
what sort of hypothesis you’re looking for, by biasing towards that hypothesis, you reduce the possibility of
choosing a bad hypothesis (overfitting) that is no longer included in the class you chose.

Remark 12. We should choose our hypothesis class prior to training. If we were to continually change our
hypothesis class as we trained, we would be biasing towards our sample data, which would likely lead to overfitting.

Clearly, the nature of the choice of H will be dependent on the knowledge the learner has about the problem
beforehand. In general, though, one choice of H could be restricting H to be finite. We will argue in our first
proof that finite hypothesis classes can avoid overfitting provided certain conditions hold (more on that soon).

1.4 Waiving our hand at ERM

Though we have intuitively discussed the idea of ERM, we have yet to actually construct an ERM algorithm, and
really, we still won’t. Instead, we’re simply going to define the behavior of an ideal ERM algorithm and assume
that that behavior is possible.
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Definition 13
For a given task and a hypothesis class H, we say that an algorithm ERMH achieves empirical risk minimization
if

ERMH(S) ∈ argmin
h∈H

LS(h)

holds.

Again, for now we will simply assume that such an algorithm exists and that we have access to it. At the
moment, we are more concerned about what we could do with an ERM algorithm if it exists than we are about
constructing the algorithm itself (this will change when we consider specific types of learning tasks).

Definition 14
We call the hypothesis returned by ERMH the ERM hypothesis and we denote it by hS .

Remark 15. Remember how I mentioned subscripts? Though it might not be clear yet, the importance of the
distinction between h and hS cannot be overstated.

We are now (almost) ready to prove that there exists conditions for which overfitting can be avoided. Before we
begin the proof, we’ll need an assumption that we will relax later:

Definition 16 (Realizability Assumption)

There exists an h⋆ ∈ H such that LD,f (h
⋆) = 0.

Observe that the realizability assumption implies that with probability 1 over random samples, S, where the
instances of S are sampled according to D and are labeled by f , we have LS(h

⋆) = 0.

Remark 17. Realizability does not imply h⋆ and f are equivalent.

If D is continuous (which is often the case), then there could be an x ∈ D such that h⋆(x) ̸= f(x) because the
probability of sampling any one point from a continuous distribution is zero.

Remark 18. Don’t subconsciously assume that h⋆ is the only h ∈ H such that with probability 1, LS(h) = 0.

If h⋆ is the only hypothesis in H that allows for zero empirical risk, then overfitting will never occur because
ERM will always pick h⋆. This is obviously ridiculous, so while we won’t actually assume that there has to be
multiple h for each S such that LS(h) = 0, we will keep in the back of our mind that it is entirely possible.

1.5 Our First Proof

We wish to find conditions for which overfitting can be avoided. To do this, we introduce two parameters: an
accuracy parameter and a confidence parameter.

Definition 19 (PAC Parameters)

We let the accuracy tolerance of our learner to be denoted by ϵ > 0 and we say a learner has failed if

LD,f (hS) > ϵ.

We let our confidence parameter δ ∈ (0, 1) be the probability of sampling (via IID from D) an unrepresen-
tative training sequence.
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Remark 20. Notice that we have not restricted ϵ to be less than or equal to one. We have not restricted ϵ to be
less than or equal to one because the text does not restrict ϵ to be in the interval (0, 1). Months later, I still have
no idea why. In the above, LD,f is a probability so you’d think we’d want ϵ ∈ (0, 1). At first I thought the text let
ϵ > 0 because we will later generalize the true risk by introducing loss functions, but then the text claims ϵ ∈ (0, 1).
Go figure.

To avoid overfitting, we aim to determine the number of samples necessary to guarantee a probably (with
confidence 1− δ) approximately (up to error ϵ) correct hypothesis hS when searching over a finite hypothesis
space.

Proposition 21
Let H be a finite hypothesis class. Let δ ∈ (0, 1), ϵ > 0, and let m be an integer satisfying

m ≥
⌈
ln(H/δ)

ϵ

⌉
.

Then, for any true labeling function f and any distribution D for which realizability holds, we have with
probability at least 1− δ over the choice of an IID sample S of size m, that for every ERM hypothesis hS , it
holds that

LD,f (hS) ≤ ϵ.

Proof. We start by bounding the probability δ. Namely, we have

Dm({S|x : LD,f (hS) > ϵ}) ≤ δ

where S|x is2 our training sequence (x1, . . . , xm) and Dm denotes IID sampling of an m tuple from D. If we can
write the probability of the left side of the inequality in terms of our sample size m, the size of our hypothesis
class |H|, and our accuracy tolerance ϵ, we will have achieved our goal. It would seem, then, that we should start
by bounding the probability on the left side. I claim that we can achieve our bound by rewriting
{S|x : LD,f (hS) > ϵ} in terms of what we’ll call bad hypotheses:

HB = {h ∈ H : LD,f (h) > ϵ}.

Lemma 22
Under the realizability assumption,

set1 =
⋃

h∈HB

{S|x : LS(h) = 0} and set2 = {S|x : LD,f (hS) > ϵ}

are the same set.

Proof. Consider some S|x ∈ set1. If S|x ∈ set1 then we know that that set has bad generalization error AND that
it has a set of hypotheses for which empirical risk is zero. Hence, when running ERM on that S|x, it will pick one
of those hypotheses and we will have LD,f (hS) > ϵ so S|x ∈ set2 and we have set1 ⊆ set2. Similarly, consider
some S|x ∈ set2. We know that there exists a hypothesis for that set with bad generalization by defintion (the

2The reader might ask, why do we need extra notation here? Why not just use S? S contains instances and their labels and we
will later redefine D as a joint distribution between X and Y. To avoid confusion later on, we use S|x here to only denote training
instances.
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hypothesis ERM picked) but we also know that same hypothesis has zero empirical risk because of realizability.
Hence, each S|x in set2 is also in set1 so set2 ⊆ set1, completing the proof of the lemma.

■

Remark 23. I wrote the proof for Lemma 22 myself. The text only argues that set2 ⊆ set1. Ultimately, the proof
for Proposition 21 still holds if only set2 ⊆ set1 applies. All the same, if the reader is skeptical of Lemma 22 they
should try to disprove my work (if you do, please email me!).

We can now use our lemma to continue our proof of Proposition 21 by exploiting the inclusion exclusion principle.
From the inclusion-exclusion principle, we know that P (A ∪B) ≤ P (A) + P (B). We can use this property to
achieve our desired bound. Namely, because set1, set2 are the same, we have

Dm({S|x : LD,f (hS) > ϵ}) = Dm(∪h∈HB
{S|x : LS(h) = 0}) ≤

∑
h∈HB

Dm({S|x : LS(h) = 0}) (1)

We’ve now successfully introduced a bound, but it’s not yet in a very meaningful form. Let’s see if we can rewrite
the probability of sampling an m tuple with zero empirical risk and poor generalization.

In order for LS(h) = 0 to hold, we must have h(xi) = f(xi) for all i in the training sequence. Thus, we can
rewrite Dm({S|x : LS(h) = 0}) in Eq. (1) with

Dm({S|x : LS(h) = 0}) =
m∏
i=1

D({xi : h(xi) = f(xi)}) (2)

≤
m∏
i=1

(1− ϵ) (3)

where Eq. (3) follows from the fact that h ∈ HB . That is, the probability that we sample a correctly labeled
instance is the complement of sampling an incorrectly labled instance, which happens with probability
LD,f (h) > ϵ. With that, we’re actually almost done. For clarity, we include everything we’ve done thus far in
addition to our final steps:

δ ≥ Dm
(
{S|x : LD,f (hS) > ϵ}

)
[By Definition]

= Dm
(
∪h∈HB

{S|x : LS(h) = 0}
)

[Realizability]

≤
∑

h∈HB

Dm
(
{S|x : LS(h) = 0}

)
[Union Bound]

=
∑

h∈HB

m∏
i=1

D
(
{xi : h(xi) = f(xi)}

)
[IID]

≤
∑

h∈HB

m∏
i=1

(1− ϵ) [Complementary Probability]

≤ |H|(1− ϵ)m

where the last line follows because |HB | ≤ |H| and |H| is finite. From here, I think we could actually argue we are
basically done but the text introduces another inequality. Namely, 1− ϵ ≤ e−ϵ so

|H|(1− ϵ)m ≤ |H|e−ϵm.
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We want it to be the case that the probability of sampling a sequence that leads to poor generilization is at most
δ. We can force this to be true by choosing δ such that

Dm
(
{S|x : LD,f (hS) > ϵ}

)
≤ |H|e−ϵm ≤ δ (4)

holds—for if that holds, we have bounded the probability of a bad sample to be at most δ. To ensure that (4)
holds, we simply solve for m, thereby completing the proof:

δ ≥ |H|e−ϵm ⇒ ϵm ≥ ln(|H|/δ) ⇒ m ≥
⌈
ln(|H|/δ)

ϵ

⌉
.

■

1.6 Experiment Ideas

I propose the following experiments to build intuition about finite H learnability:

• (Concentric Squares) Consider a binary class like the one in Fig. 1. Suppose we let our hypothesis class
be a finite set of concentric squares. Given a choice of ϵ, δ and |H|, when running an ERM algorithm, do we
get LD,f (hS) ≤ ϵ?

– Trials: For a single trial, generate m ≥
⌈
ln(|H|/δ)

ϵ

⌉
instances, choose a random labeling function f such

that f is a square centered at the origin, and then run ERM. Record if LD,f (hS) ≤ ϵ holds in a vector
v, and then repeat. As we increase number of trials, we should find that E(v) ≈ 1− δ.

– ERM: Choose an H such that the concentric squares have small increments and cover the entire
learning space. Since realizability holds, we simply begin with a random h ∈ H and then update when
we come across a mislabeled instance. If we allow the number of updates to be |H| then we should
cover the whole space and get good generalization.

• (Concentric Rectangles) Repeat the above but with rectangles instead of squares (ERM will need to
slightly modified). Do we see more variability in LD,f (hS) now that we’ve removed some of the inductive
bias?

• (Random Centers) Let f be any valid square in the learning space. That is, f is no longer required to be
centered at the origin. Can we use clusters to estimate the center of f , fix our hypotheses at that estimated
center, and then run ERM? What happens if we try it? Does anything change if we stick with a square
learning space but let f and h be a circle, instead of a rectangle?

Remark : Part of the purpose of this experiment is that the learner’s assumption that true labeling function
is centered at origin is a very strong assumption. If that assumption doesn’t hold, we can’t learn. So, try to
learn without the assumption. Use papayas as an example of why the assumption is too strong.

• (More Features) We could repeat all of the above in a higher-dimensional space. I don’t expect results to
change. If nothing else, implementing an experiment with more features gives us some data generation code
that we can repurpose when we learn more about PCA.

• (Kernels) The learning space isn’t linearly separable, so we can’t run logistic regression. We might,
however, be able to use a Kernel trick and then use logistic regression.

• (Tiny NN) If Kernels don’t work, we could run a four unit neural net (one perceptron for each boundary of
the hypothesis rectangle).
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1.7 Exercises

Consider doing exercise 2 and 3 in chapter 2.

2 PAC Learnability (Ch 3)

When we proved Proposition 21, we briefly introduced PAC learnability but we didn’t tell the full story. To
begin, we should revisit the idea of the required number of instances to get a PAC hypothesis. We proved that for
finite hypothesis classes, if we train on

m ≥
⌈
ln(H)/δ

ϵ

⌉
instances then we can guarantee a PAC hypothesis. We might ask, though, do we actually require the number of
instances as above? Counterintuitively, no, we need not always require the number of instances as above. To
address this phenomenon, we introduce sample complexity.

2.1 Sample Complexity

Example 24
Consider a binary classification problem in which we have two features f1, f2 ∈ (−0.5, 0.5) and suppose that
the true classifier is some square centered at the origin. If the learner is quite knowledgeable of this problem
and expects the true classifier to be some rectangle centered at the origin, do they need every single data point
in Fig. 1 to get a PAC hypothesis?

Figure 2: Small Sample.

I claim the learner needs only two meaningful points in Fig. 1 to get a reasonable PAC hypothesis given that their
hypothesis class consists of rectangles centered at the origin. Suppose the learner’s ERM algorithm loosely follows
the following procedure:

1. Initialize the two opposite corners of the hypothesis rectangle to be random values in (−0.5, 0.5)2.

2. When a mislabeled instance occurs, adjust the rectangle corners accordingly by making the lengths of the
rectangle shorter or longer as needed to correctly classify the mislabeled instance.
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Suppose that the ERM algorithm above terminates only when there are no misclassified training instances. That
is, the algorithm terminates if and only if it exists in between blue and red points. It should follow, then, that the
points in Fig. 2 force good generalization. As a sort of proof sketch, imagine a random rectangle centered at the
origin and suppose it initially gets one of the two points wrong. The algorithm will stretch (WLOG) the vertical
lengths until the horizontal top is in between the red and blue. It will still be wrong, though, so it will then
stretch the horizontal lengths until the left vertical side is in between red and blue, at which point both the
vertical and horizontal sides will be close to the true labeling square. Admittedly, we’ll still want a sample with
more than two points to ensure that we get meaningful data, but because we’ve introduced so much inductive
bias into the learning scheme, we probably won’t need a sample anywhere near the order of

m ≥
⌈
ln(H)/δ

ϵ

⌉
.

More generally, we consider what’s called the sample complexity of a hypothesis class.

Definition 25
The sample complexity of a hypothesis class H is a function mH : (0, 1)2 → N. The integer value mH(δ, ϵ)

is the minimal number of instances needed to satisfy PAC learnability on H.

If the above isn’t clear, notice that if we are more tolerant of error, we won’t need as many training instances so
the sample complexity decreases.

2.2 A Really Important Yet (sort of) Silly Definition

Now that we have an understanding of sample complexity, hypothesis classes, and PAC parameters, we can finally
give a formal definition of PAC learning for binary classification under the realizability assumption.

Definition 26 (PAC Learnability)

A hypothesis class H is PAC learnable if there exists a function mH : (0, 1)2 → N and a learning algorithm
with the following property:

For every ϵ, δ ∈ (0, 1), for every distribution D over X , and for every labeling function f : X → {0, 1},
if the realizability assumption holds with respect to H,D, f , then when running the learning algorithm on
m ≥ mH(ϵ, δ) IID instances generated by D and labeled by f , the algorithm returns a hypothesis h such that,
with probability of at least 1− δ (over the choice of the instances), LD,f (h) ≤ ϵ.

The above is really important in the sense that it lays the foundations for a lot of what we will do in the future,
but it’s useless if realizability—a very bold assumption—doesn’t hold. Moreover, it’s specific to binary
classification. Hence, it’s a really important yet sort of silly definition. We now look at how we can relax the
realizability assumption and generalize to other kinds of learning tasks.

2.3 Bayes Optimal Predictor
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