
Probability Code by Travis McVoy
This document contains all the code I've written for simulations, approximations, or what have you for various probabilistic systems and/or ideas. At the moment, the

code is organized such that code I made to supplement problem sets comes before the code I made to supplement notes. In general, though, none of these simulations

are assisted by resources in textbooks or the problem sets; that is, I made them for fun simply by playing around with Julia. Since I'm still learning, it very well may be the

case that some of these simulations aren't actually representative of what's happening. If you spot errors, feel free to email me (tmcvoy@skidmore.edu)

Code for Pset 4
In the fourth problem set, there were a few problems that allowed for fun simulations. These simulations are something I came up with on my own, and are therefore

obviously not required. I originally wrote my code in Python, but I've been using Julia a lot lately, so I decided to transfer everything to one nice, self-contained

document.

Problem 23.

We are told that we have $1000, and a certain commodity presently sells for \$2 an ounce. Suppose that after one week, the commodity will sell for either $1 or \$4 an

ounce, with these two possibilities being equally likely. We are then asked to maximize the expected money that we have after the second week. We found that the

optimal strategy is to buy as much as possible on week 1, and then sell on week 2. I then simulated the process of doing this repeadedly, where each 2 week period is

independent of one another. We can then plot our profits over time.

NOTE: In my pset, I also generated a dotplot showing our profits after 30 iterations for 100 samples. However, that plot was skewed by outliers, and there's no reason

why we wouldn't have the same problem here. For that reason, I'm not going to bother. In the future, I definitely need to learn how to manually remove outliers. I

remember working on outliers in my statistical methods course, but that course wasn't intended for math majors, so there weren't proofs. Consequently, I didn't

understand a lot of what we did (which is why I'm learning probability now!)

Problem 35.

We are told that a box contains 5 red and 5 blue marbles. Two marbles are withdrawn randomly. If they are the same color, then we win $1.10; if they are different colors,

we lose a \$1.00. We are asked to calculate the expected winnings, which we found to be . This is another problem in which simulations of independent iterations

are fun.

Consider the drawing of marbles as a single iteration in a game. After we draw, we replace the marbles and draw again during the next iteration. Repeating this process,

we have a game in which we can track winnings over time. We used a hypergeometric random variable to get the probabilities of winning. Namely, let

be the probability that we select  red marbles, with . Clearly, we win if  or . We can represent this in code by selecting a random number

between 1 and 45 (because 10 choose 2 is 45). The probability that we win is  so if our random number is in the range 1:10, we

consider that to represent drawing no red, in the range 11:20 represents 2 red, and anything else we lose.

We can now plot our winnings vs. time using a simulation. Note: I am assuming we start with no money. Maybe we spent it all on the game. After plotting our winnings vs.

time, we'll plot histograms for average winnings and final winnings over many samples.

Since our expected winnings is -1/15 and we did 300 iterations, we expect to end at around -20. As you can see, sometimes that happens, sometimes it doesn't. To get a

better sense of what's happening, we can run a bunch of samples and generate a histogram of the final winnings.

Now that we've done more samples, we see that our initial plots that ended with a number significantly different than -20 was just a coincidence due to random chance.

On average, we will end at -20, as expected. Just for fun, let's plot a histogram of average winnings.

Note that we expect our average winnings to be . Therefore, the above distributions match our expecations. One thing that I don't entirely

understand yet is the spread of the above distributions. I talked to a professor about this, and he mentioned that I'll understand more when I cover the central limit

theorem. I gave him the variance I calculated (which matches the solution in the back of the text), he ran some numbers, and his numbers matched my graphs. For now,

that will be good enough. After chapter...I think 8? After the central limit theorem, I might come back to this.

Bayes's Theorem
There were several examples in the section on Bayes's Theorem that I loved and wanted to explore via simulation. In the code that follows, we'll do just that.

Insurance Company

We are given the following two part problem statement:

Part 1:

An insurance company believes that people can be divided into two classes: those who are accident prone and those who are not. The company’s statistics show that
an accident-prone person will have an accident at some time within a fixed 1-year period with probability 0.4, whereas this probability decreases to 0.2 for a person who
is not accident prone. If we assume that 30 percent of the population is accident prone, what is the probability that a new policyholder will have an accident within a
year of purchasing a policy?

Part 2:

Suppose that a new policyholder has an accident within a year of purchasing a policy. What is the probability that he or she is accident prone?

We found in part 1 that the desired probability is 0.26. I leave it to the reader to verify. The part that I'm interested in is the second part of the question. Let's go ahead

and solve it, then let's run a simulation to see the results in action.

To solve the problem, we first introduce some notation. Let  be the event that a person is accident prone and let  be the event that a person had an accident within

a year of purchasing a policy. We wish to find

To do so, we can use Bayes's rule. Namely, we know that  and  partition the sample space so  is given by

Let's do a simulation to see this result, and then let's ask, given this result, is it possible to determine what the insurance company should cost new policy holders in

order to gain a profit?

Edit: I actually simulated the probability that someone has an accident, not the conditional probability that someone is accident prone given that they had an accident.

I'm not actually sure how to simulate conditional probability. I found a link that might be helpful, but truthfully, I should probably work on my homework for my classes.

Anyway, for future Travis, here's the link: https://mathstat.slu.edu/~speegle/TempWebPageFolder/schedule/January22.html

In [49]: using Plots

function buySell(itrs :: Int)
    val :: Int = 1000          # val = initial money
    outcomes = []              # outcomes stores money we have after each itr
    
    for i in 1:itrs
        ounces = val ÷ 2       # integer division
        coin = rand(0:1)       # represents tossing of coin to decide if price is $4 or $1
        
        # sell price is 1$
        if coin == 0
            loss = ounces      # we bought at $2, so we lose a dollar for each ounce
            val -= loss        # update the money we have
        
        # sell price is $4
        else
            gain = 2 * ounces  # we bought at $2, sell at $4
            val += gain        # update the money we have
        end
        
        push!(outcomes, val)   # add current value to outcomes array
    end
    
    x = 1:itrs                 # array for x-axis of plot where axis ranges from 1 to itrs
    
    display(plot(x, outcomes, 
            legend=false, 
            xlabel="Iterations", 
            ylabel="Profits", 
            title="Buy Week 1, Sell Week 2",
            lw=2))
end

# Generate 3 samples, each with 100 iterations
buySell(100)
buySell(100)
buySell(100)
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In [50]: function winnings_vs_time(itrs :: Int)
    winnings = zeros(itrs+1)                     # used to plot our winnings vs. time
    
    # we have itrs+1 timesteps because 
    # our initial time step is zero
    # and our first time step represents 
    # the first iteration of game
    
    for i in 2:itrs+1
        num = rand(1:45)                         # random number in range 1:45
        
        # we selected 2 blue marbles (we won)
        if num in 1:10
            winnings[i] = winnings[i-1] + 1.1 
        
        # we selected 2 red marbles (we won)
        elseif num in 11:20
            winnings[i] = winnings[i-1] + 1.1
        
        # we selected a red and blue (we lost)
        else
            winnings[i] = winnings[i-1] - 1
        end
    end
    
    x = 1:itrs+1
    display(plot(x,winnings,
            legend=false,
            lw=2,
            xlabel="Iterations",
            ylabel="Winnings",
            title="Same Number of Marbles Game"))
end

winnings_vs_time(300)
winnings_vs_time(300)
winnings_vs_time(300)
winnings_vs_time(300)
winnings_vs_time(300)
winnings_vs_time(300)

In [61]: # helper function to get final winnings
# from a single sample of <itrs> iterations
function getWinnings(itrs :: Int)
    winnings = zeros(itrs+1)                     # used to plot our winnings vs. time
    
    # we have itrs+1 timesteps because 
    # our initial time step is zero
    # and our first time step represents 
    # the first iteration of game
    
    for i in 2:itrs+1
        num = rand(1:45)                         # random number in range 1:45
        
        # we selected 2 blue marbles (we won)
        if num in 1:10
            winnings[i] = winnings[i-1] + 1.1 
        
        # we selected 2 red marbles (we won)
        elseif num in 11:20
            winnings[i] = winnings[i-1] + 1.1
        
        # we selected a red and blue (we lost)
        else
            winnings[i] = winnings[i-1] - 1
        end
    end
    
    return last(winnings)
end

function hist_final_win(samples :: Int)
    final = [] # saves final winnings 
               # for each sample of 300 iterations
    
    for i in 1:samples
        winnings = getWinnings(300)
        push!(final, winnings) 
    end
    
    display(histogram(final,
            legend=false,
            title="500 samples of 300 Iterations",
            xlabel="Final Winnings",
            ylabel="Occurences"))
end

hist_final_win(500)
hist_final_win(500)
hist_final_win(500)

In [53]: using Statistics # used to get mean of vector

# helper function
# returns average of results from a single sample
# so if we won won lost, returns average of [1.1 1.1 -1]
function singleSamp(itrs :: Int)
    results = []
    
    for i in 1:itrs
        num = rand(1:45)
        
        # we drew 0 red and won $1.1 (probability 10/45)
        if num in 1:10
            push!(results, 1.1)
        
        # we drew 2 red and won $1.1 (probability 10/45)
        elseif num in 11:20
            push!(results, 1.1)
        
        # we drew red blue and lost $1 (probability 25/45)
        else
            push!(results, -1)
        end
    end
    
    return mean(results)
end

function avgWin(samples :: Int)
    avgs = []
    
    for i in 1:samples
        mean = singleSamp(300) # get avg winnings from a single sample with 300 iterations
        push!(avgs, mean)
    end
    
    display(histogram(avgs,
            color="red",
            legend=false,
            title="500 Samples of 300 Iterations",
            xlabel="Avg Winnings",
            ylabel="Occurences"))
end

avgWin(500)
avgWin(500)
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In [54]: # used randomly generate samples where 
# people either do or do not have an accident
function had_accident_sample(ppl :: Int)
    accident_count = 0
    for i in 1:ppl
        prone = rand(1:10)               # used to determine if person is accident prone
        accident  = rand(1:10)           # used to determine if person has accident

        # 30% of people are accident prone so 
        # if prone in 1:3, 
        # person is accident prone.  
        # Of those people, 4/10 will have accident
        # so if accident in 1:4, accident occured

        # similarly, of 70% of non-accident prone
        # people, 20% of them have an accident.
        # hence, if prone in 3:10 and accident in
        # 1:2, then accident occurred.

        if prone in 1:3 && accident in 1:4
            had_accident = true
        elseif prone in 1:3 && accident in 5:10
            had_accident = false
        elseif prone in 4:10 && accident in 1:2
            had_accident = true
        else
            had_accident = false
        end
        
        if had_accident
            accident_count += 1
        end
    end
    return accident_count
end
    
# n is number of samples
function had_accident_experiment(n :: Int, ppl :: Int)
    results = []
    for i in 1:n
        num_of_accidents = had_accident_sample(ppl)
        push!(results, num_of_accidents)
    end
    title_s = string(n) * " Samples of " * string(ppl) * " People"
    display(histogram(results, legend=false, title=title_s, xlabel="Number of Accidents", ylabel="Ocurrences"))
end

had_accident_experiment(1_000, 100)
had_accident_experiment(10_000, 100)
had_accident_experiment(100_000, 100)



What does the above tell us? Well, in each sample we had 100 people, so we expect that of that sample, roughly 26 of them had an accident. Indeed, that's exactly what

happened. We also see that as we as we increase the number of samples, we begin to approach what appears to be a normal distribution.

One interesting point is the percentage of samples in which 26% of policy holders had an accident in the first year. In particular, in our 10_000 and 100_000 sample

experiements, roughly 8% of the data represented a sample in which 26% of indivuals had an accident. Interestingly enough, in our 1_000 sample experiment that

number doubled at about 16%. I have absolutely no idea why. We also see that the data isn't too spread out, as the vast majority of the data lies between 20% and 30%

of new policy holders having an accident.

Given that most of the time, between 20% and 30% of policy holders have an accident in the first year, how much should the insurance company charge? Well, we would

need some data on the distribution of cost of accidents, but suppose that on average, an accident costs  dollars. Then, suppose that the company has, on average, 

new holders every year. The comapny will lose (roughly speaking)  and will gain  where  is the cost of a new policy (which is also something that likely

varies. So, in our extremely loose estimate, we would argue the company should charge  dollars for a new policy, where .

At least, that's our first recommendation. Notice that our simulation corresponds to the first part of the two part question. Namely, we have shown that on average, 26%

of new holders will have an accident. However, of those new holders, almost 50% of them are accident prone. Meaning, of those 26%, roughly 13% are accident prone,

so of the 26% that have an accident, roughly 5% will have an accident again the next year. That is, of new policy holders 5% of them will have an accident two years in a

row. Or at least, that's what I expect. I'm not entirely sure how to simulate that. Also, I think we could keep going, but we might want to see if Markov chains would make

the math easier.

Edit

Why does the above look like a binomial distribution? I'm not awake enough to answer that right now, but it occurred to me that that should be considered. It might be

the case that I've set my code wrong. If I haven't, that's glorious.

Blood Tests

Another example in the Bayes's Theorem section that I really liked was example 3d, which considers blood tests. In the example, we are given the following problem

statement:

A laboratory blood test is 95 percent effective in detecting a certain disease when it is, in fact, present. However, the test also yields a “false positive” result for 1
percent of the healthy persons tested. (That is, if a healthy person is tested, then, with probability .01, the test result will imply that he or she has the disease.) If .5
percent of the population actually has the disease, what is the probability that a person has the disease given that the test result is positive?

The solution to the problem is as follows:

We let  be the event that a person actually has the disease and  be the event that the test result is positive. The desired probability is then

This is rather surprising. Even though The test is 95% effective and only yields a false postive 1% of the time, if 0.5% of the population has the disease, then roughly

70% of the postive test results are false-positives. Let's simulate this system to see it in action.

Since the theory above tells us that roughly 32% of the positive tests results are true positives, we'll keep track of the number of positive tests, the number of true and

false positives, the ratio of true positves to false positives (which is what estimates ), and the number of infected people.

I have chosen to make each sample contain 10,000 people. The reason for this is that most of our probabilities are really smaller, so having a larger number will mean we

mostly deal with integers (aside from the ratio). In each sample we should expect that:

 people to have the disease

 tests to be positive

 of the positive tests to be true positives

 of the positive tests to be false positives

and the ratio between true positives to false positives should be about 

To model the system, we will need to be careful about how we randomly pick numbers to represent states within the system. First, we need to know if a person has the

disease or not, as that changes the likelihood that they get a positive test. Since the probability that a person is sick is 0.005, we'll pick a random number between 1 and

1,000; if the number is in the range 1:5, then the person is sick, otherwise, they are healthy. Once we have determined the status of a given person's health, we need to

run a blood test. Given that a person is sick, the probability that they test positive is 95% so we pick a number between 1 and 100 and check if that number is between 1

and 95. Likewise, given that a person is healthy, the probability of a false positive is 1% so we pick a random number between 1 and 100 and check if that number is 1.

Now, in order for a true positive to occur, we must have that the person is sick and that they tested positive. We do this using flow of control. We first randomly assing

the person to be sick (or not). If they are sick, we randomly assign a test result. Similarly, if we find the person is not sick, we again run a test result, this time with the

appropriate probability simulation. As we do this, we update a count of the number of infections, positive test results, true positives, and false positives. From there, we'll

have everything we need. Let's write some code!

Blood Tests (Conclusion)

Indeed, we find the desired results to hold. That is, we have empirically showed that on only 32% (roughly speaking) of positive test results will be true positives. So,

despite a test that is 95% accurate when someone has a disease and 99% accurate when someone doesn't have a disease, the test will result in an overal accuracy of

32% when less than 1% of the population has the disease. If even more people are infected, the overall accuracy would be even worse. One thing we did not do (which I

might do someday) is calculate false negatives. I suppose it may depend on the disease, but generally I would argue false negatives are worse than false positives.

Anyway, I'm happy with the results. This took a lot longer than I expected it would, but I think I can now revisit the insurance problem and do the conditional probability

simulation (yay!).

Multinomial Coefficients
In chapter 1, we saw that there are  ways to form nonnegative integer vectors of dimension  that sum to . In the script below, we will find those vectors. Why?

Just for fun.

Nonnegative Integer valued vectors that sum to 5
5 0 0
4 1 0
4 0 1
3 2 0
3 1 1
3 0 2
2 3 0
2 2 1
2 1 2
2 0 3
1 4 0
1 3 1
1 2 2
1 1 3
1 0 4
0 5 0
0 4 1
0 3 2
0 2 3
0 1 4
0 0 5
Count of computed vectors: 21
(n+k-1) choose (k-1) = 21

Discrete Random Variables
Below are my scripts pertaining to discrete random varialbes.

Approximating Binomial with Poisson

Below is a script that will print out the probabilities of a Binomial and Poisson random var for .

NOTE: This script supports my notes, not my problem sets.

Binomial vs. Poisson probabilities (n = 20, p = 1/20, λ = 1) 

Binomial 0.35848592240854187940  Poisson 0.36787944117144233402 
Binomial 0.37735360253530725316  Poisson 0.36787944117144233402 
Binomial 0.18867680126765368209  Poisson 0.18393972058572116701 
Binomial 0.05958214776873275303  Poisson 0.06131324019524039132 
Binomial 0.01332758568511127270  Poisson 0.01532831004881009783 
Binomial 0.00224464601012400395  Poisson 0.00306566200976201957 
Binomial 0.00029534815922684272  Poisson 0.00051094366829366989 
Binomial 0.00003108927991861502  Poisson 0.00007299195261338141 
Binomial 0.00000265895157198681  Poisson 0.00000912399407667268 
Binomial 0.00000018659309277100  Poisson 0.00000101377711963030 
Binomial 0.00000001080275800253  Poisson 0.00000010137771196303 
Binomial 0.00000000051687837333  Poisson 0.00000000921615563300 
Binomial 0.00000000002040309368  Poisson 0.00000000076801296942 
Binomial 0.00000000000066082895  Poisson 0.00000000005907792072 
Binomial 0.00000000000001739024  Poisson 0.00000000000421985148 
Binomial 0.00000000000000036611  Poisson 0.00000000000028132343 
Binomial 0.00000000000000000602  Poisson 0.00000000000001758271 
Binomial 0.00000000000000000007  Poisson 0.00000000000000103428 
Binomial 0.00000000000000000000  Poisson 0.00000000000000005746 
Binomial 0.00000000000000000000  Poisson 0.00000000000000000302 
Binomial 0.00000000000000000000  Poisson 0.00000000000000000015 

Sums:
Binomial 0.999999999999999  Poisson 1.0

The Expected Value of a Geometric Random Variable

If a GeoVar  has probability  of success, then . In other words, it should take, on average, 6 rolls to roll a 1 when rolling a fair, six-sided die. We can

simulate this using random numbers. Namely, we get a random number between 1 and 6, and we keep doing this until we get a 1. As we roll, we update a count for that

trial. We then can run for some number of trials. This is exactly what I did.

To see the results, I made a histogram (1 bin for each number of required rolls), and for clarity, I displayed the bin values for the first 9 bins.

The distribution caught me by surprise. Since the expected value is 6, I thought we would see the bin corresponding to 6 to be the highest, but we don't. We see that the

bin with the highest value corresponds to getting a 1 in a single roll. After some thought, this makes sense. The probability that we get a 1 at exactly the 6th roll is 

 which means that roughly  of the trials should correspond to the sixth bin. The probability that we get a 1 after a single roll is 1/6, so

roughly 167 of the trials should have gotten a 1 in a single roll.

So how do we see ? We sum the total number of rolls and divide by 1000. Each bin  has the number of trials that required  rolls to get a 1. Therefore, the number

of rolls is simply

where  is the maximum number of rolls required.

NOTE: This script supports my notes, not my problem set.

VALUES OF FIRST 9 BINS:
1   171.0
2   140.0
3   127.0
4   102.0
5   77.0
6   63.0
7   40.0
8   42.0
9   39.0

AVERAGE NUMBER OF ROLLS REQUIRED:
5.894

Continuous Random Variables
Below is my code pertaining to CRVs.

Simulating systems with CRVs.

It's not clear to me how to do simulations with continuous systems. I think we might be able to get away with picking two random floats, and letting those be the bounds

of an interval in our system. A natural question is, "Do we need to be worried about picking the same random float?" and I think the answer is almost certainly not, no.

For fun, let's just try it and see what happens.

Any[]
Any[]
Any[]
Any[]
  4.285965 seconds (921 allocations: 66.797 KiB)

Julia is Fast

In 1 billion samples, we didn't get a single repetition. If we wanted to wait an hour, we could try 1 trillion, but I don't really think that's necessary. Also, notice the time.

Julia did 1 billion samples in less than 4 seconds on my (slow) machine. WOOOOOOO!

Understanding Expectation of a Continuous Random Variable

The course text (Sheldon Ross) claims that it is obvious that for a CRV,

While it may be obvious to him, it certainly isn't obvious to me. I wanted to see if looking at a graph would make something click in my brain, so I made the below plot.

The plot is a scaled version of a PDF of a normal distribution imposed on a binomial distribution (because it's much easier to plot both of those than it is to write a

function to generate a visual for Riemann sums). Ultimately, the plot did help me, but not in the way I would expect. I was hoping some sort of geometric argument would

make things make more sense, but I sort of did the opposite when I wrote down my thoughts about the graph. In particular, Ross mentioned that

for small  (which should be fairly clear given the plot below). I think the idea, then, is that for  small, we have

It's been a while since I've had to do Riemann sums, but I believe we would argue that if we sum over all  and let , then the above becomes
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In [213… function bt_single_samp(sample_size :: Int)
    d_count = 0 # counts number of people that have the disease
    p_count = 0 # counts number of positive test results
    t_count = 0 # counts number of true positives
    f_count = 0 # counts number of false positives
    
    # simulate test results for each
    # person
    for i in 1:sample_size
        
        # person has disease
        if rand(1:1_000) in 1:5    
            d_count += 1
            
            # true positive occured
            if rand(1:100) in 1:95 
                p_count += 1
                t_count += 1
            end
        
        # person doesn't have disease
        else
            
            # false positive occured
            if rand(1:100) == 1
                p_count += 1
                f_count += 1
            end
        end
    end
    return d_count, p_count, t_count, f_count
end

function plot_bt_data(samp_size :: Int)
    disease = []
    positives = []
    true_pos = []
    false_pos = []
    ratio = []
    for i in 1:500  # 500 samples of <samp_size> people
        d_ct, p_ct, t_ct, f_ct = bt_single_samp(samp_size)
        push!(disease, d_ct)
        push!(positives, p_ct)
        push!(true_pos, t_ct)
        push!(false_pos, f_ct)
        push!(ratio, t_ct/p_ct)
    end
    
    d_str = "Number of Infected People out of " * string(samp_size)
    p_str = "Number of Positive Tests out of " * string(samp_size)
    t_str = "Number of True Positives out of all Positives"
    f_str = "Number of False Positives out of all Positives"
    r_str = "Ratio of True Positives to False Positives"
    
    display(histogram(disease, xlabel=d_str, legend = false, color="orange"))
    println()
    display(histogram(positives, xlabel=p_str, legend = false, color="cyan"))
    println()
    display(histogram(true_pos, xlabel=t_str, legend = false, color="yellow"))
    println()
    display(histogram(false_pos, xlabel=f_str, legend = false, color="red"))
    println()
    display(histogram(ratio, xlabel=r_str, legend = false, color="purple1"))
end

plot_bt_data(10000)

( )n+k−1
k−1 k n

In [15]: # suppose k is 3
function int_vecs(n :: Int)
    count = 0
    println("Nonnegative Integer valued vectors that sum to ", n)
    for h in n:-1:0
        for i in n-h:-1:0
            j = n-h-i 
            count += 1
            println(h, " ", i, " ", j)
        end
    end
    println("Count of computed vectors: ", count)
    println("(n+k-1) choose (k-1) = ", binomial(n + 2, 2))
end

int_vecs(5)

i = 0, 1, … , n

In [60]: using Printf

n = 20
p = 1/n
q = 1-p
sum_B = 0
sum_P = 0
println("Binomial vs. Poisson probabilities (n = 20, p = 1/20, λ = 1) \n")
for i in 1:n+1
    B = binomial(n,i-1) * p^(i-1) * q^(n-i+1)
    P = ℯ^(-1) / factorial(i-1)
    sum_B += B
    sum_P += P
    @printf "Binomial %.20f" B
    @printf "\t Poisson %.20f \n" P # use printf to make display nicer (no scientific notation)
end
println()
println("Sums:")
println("Binomial ", sum_B, "\t Poisson ", sum_P)
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1000 ⋅ p(G = 6) ≈ 67
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In [56]: using Plots

# simulates rolling a die
function roll_die()
   return rand(1:6) 
end

# generates a Histogram and other data
function diceHist(trials :: Int)
    results = []
    for i in 1:trials
        count :: Int = 0         # counts number of rolls necessary to get 1
        roll  :: Int = 0         # used to roll until we get a 1
        while roll != 1
            roll = roll_die()
            count += 1
        end
        push!(results, count)
    end
    
    
    max = 0                      # find the max number of rolls needed to get a 1
    for val in results
        if val > max
            max = val
        end
    end
    
    data = zeros(max)            # used to count number of trials in each bin of Hist
    for val in results
        data[val] += 1
    end
    
    println("VALUES OF FIRST 9 BINS:")
    
    for i in 1:9
        println(i, "   ", data[i])
    end
    
    println()
    println("AVERAGE NUMBER OF ROLLS REQUIRED:")
    
    rolls = 0
    for i in 1:max
        rolls += i*data[i]
    end
    display(rolls/1000)
    
    
    display(histogram(results, bins = 0:1:max,
            legend=false, 
            fmt = :png, dpi=300, 
            xlabel="Rolls Required to get 1", 
            ylabel="Occurences out of 1000",
            title="GeoVar: Simulating Die Roll"))
    # savefig("RollTill1.png")
    
end
        
diceHist(1000)

In [7]: function pick_rand_floats(samples :: Int)
    repetitions = []
    for i in 1:samples
        r1 = rand(Float64)
        r2 = rand(Float64)
        if r1 == r2
            instance = (i, r1) # just for visualization
            push!(repetitions, instance)
        end
    end
    return repetitions
end

function show_repetitions()
    display(pick_rand_floats(100))
    display(pick_rand_floats(1_000))         
    display(pick_rand_floats(1_000_000))
    display(pick_rand_floats(1_000_000_000))
end

@time show_repetitions()

In [15]: using Images, FileIO
img_path = "/Users/travismcvoy/Documents/LaTeX/Website/Jupyter/iamspeed.png"
img = load(img_path)

Out[15]:

E[X] = ∫ ∞

−∞
xfX(x)dx.

f(x)dx ≈ P(x ≤ X ≤ x + dx)

dx dx

xf(x)dx ≈ xP(x ≤ X ≤ x + dx).

x dx → 0

E[X] = ∫ ∞

−∞
xfX(x)dx.

In [142… using Distributions

# I picked these numbers just by playing around 
# until I had a pretty picture.

b = Binomial(100, 0.5)
n = Normal()
bin = rand(b, 10000)
x = range(30,70,1000)
y = 10000 * pdf.(Normal(50,5),x)
histogram(bin)
display(plot!(x,y, lw=4.5, grid=false, axis=([], false), legend=false, dpi=300, fmt=:png))
savefig("NormBin.png")

Out[142…

In [ ]:


